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F O R E W O R D

Foreword
When I first introduced the concept of the Zero Moment of Truth to 
marketers more than fifteen years ago, the idea was simple yet powerfully 
important: one of the most critical customer decision-making moments 
happens before a customer ever walks into a store, visits a product page, 
or speaks with a salesperson. Marketers who understand this and plan to 
win this moment stand to benefit.

It works like this: a Stimulus like a television ad or outdoor billboard 
creates awareness of a solution or brand. Your potential customer now has 
the notion that they need a new suitcase or car or credit card. But before 
they walk into the shop, the car dealership or bank branch to make the 
purchase, first the customer goes looking for information. They search. 
They compare. They read what other people have to say. They form 
impressions, narrow options, gain confidence, and often make much of the 
purchase decision before the traditional point of sale–historically called the 
First Moment of Truth–ever arrives.

This key decision-making moment is what I dubbed the Zero Moment of 
Truth, or ZMOT.

The Zero Moment of Truth, and the five sources that now shape it. Adapted from 
Lecinski (2011).

Today the concept remains as important as when I first wrote about it. 
Now it’s a universal behavior to do some research on your phone before 
pulling the trigger on a purchase. What continues to evolve are the 
sources consumers turn to as they make those Zero Moment decisions.

In the early years of ZMOT, marketers needed to understand three primary 
types of sources shaping customer decisions: search engines, social posts 
and conversations, and ratings and reviews. All three remain critically 
important. Traditional Google search has not disappeared. Billions of 
searches still occur every day. Consumers still turn to social platforms and 
forums such as Facebook–and now Reddit–to see what others are saying. 
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Ratings and reviews on Amazon, Google and retail sites continue to shape 
confidence and choice. No doubt, marketers still need a plan to win across 
all three of these Zero Moment sources.

Now two additional sources are becoming increasingly important at the 
Zero Moment of Truth: content creators and AI assistants.

Consider a consumer shopping for a new suitcase. She may start with a 
Google search. She may read a Reddit thread about which brands hold up 
best after years of travel. She may check ratings and reviews on Amazon. 
She may also watch a favorite travel creator compare luggage brands on 
YouTube, TikTok, or Instagram. And increasingly, she may ask ChatGPT, 
Gemini, Claude, or another AI assistant which suitcase best fits her needs.

All five Zero Moment sources can now influence what she learns, which 
brands enter her consideration set, what she comes to believe, and 
ultimately what she chooses.

For marketers, this expansion creates both opportunity and urgency. A 
brand can rank well in traditional search and still be absent from an AI-
generated answer. It can have a strong website and still be overlooked by 
creators. It can earn attention in one source while losing credibility in 
another. Customer decisions increasingly take shape across a connected 
portfolio of sources, and marketers need to understand and manage that 
portfolio as a whole.

AI adds an especially important new dimension. AI assistants do not exist 
separately from the web. They increasingly synthesize information created 
across search results, publishers, creators, ratings and reviews, forums, 
brand content, and other sources. That means the work marketers have 
done for years to build relevance, authority, credibility, and useful content 
still matters. It also means marketers now need to understand how their 
brands are represented when an AI system assembles, summarizes, 
compares, and recommends on the consumer’s behalf.

That is where Generative Engine Optimization, or GEO, enters the picture. 
GEO represents a new and rapidly growing arena for winning the Zero 
Moment of Truth. Yet marketers should understand it alongside SEO, SEM, 
and emerging forms of paid visibility in generative environments. 
Consumers move fluidly among these sources. Marketers must do the 
same.

That is why this book and the accompanying simulation are so important. 
They give you a practical way to understand this newest Zero Moment 
source and experience firsthand how search marketing is evolving, how 
traditional and AI-mediated search work together, and how to make real 
resource-allocation decisions when budgets are finite and the competitive 
stakes are high.

The mechanics of search will continue to evolve. The Zero Moment of 
Truth will remain. Marketers who understand how customers gather 
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information, evaluate choices, and make decisions before purchase will 
continue to hold an enduring advantage.

My hope is that with this book and simulation you become one of those 
marketers.

–Jim Lecinski
Clinical Professor of Marketing at Northwestern University’s Kellogg School of 
Management
Author of Winning the Zero Moment of Truth and The AI Marketing Canvas
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C H A P T E R  1

A History of Search 
Marketing

Learning Objectives

● Trace the evolution of discovery infrastructure, from printed directories 
to AI assistants, and its effects on who gets found.

● Explain how organic and paid search each developed, including the shift 
toward automation and what it moved upstream.

● Recognize the recurring cycle of exploitation and correction, and apply 
it to AI search and the zero-click shift.

● Identify the durable marketing principles that survive every change in 
discovery technology.

Introduction
A marketing manager planning next quarter’s budget faces a question 
that did not exist three years ago: how much of our visibility now depends 
on surfaces where nobody clicks anything at all? Customers ask an AI 
assistant which brand to choose and receive an answer, not a list. The 
manager who grew up optimizing web pages for rankings is being asked to 
compete somewhere with no rankings to optimize.

The situation feels unprecedented. Every generation of marketers has 
watched the infrastructure of discovery get replaced and has had to work 
out the new rules while competitors did the same. This chapter tells that 
story. The mechanics change every time; the question underneath never 
does: when a customer goes looking, will they find you, and what will they 
find?
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Figure 1.1. The discovery infrastructure timeline: printed directories, web directories, 
ten blue links, the universal page, answers in place, social content joining the index, 
AI assistants, and agents that act rather than answer. Each transition changed the 
mechanics of visibility; none changed the underlying question.

Before the algorithm
Discovery infrastructure predates the internet. For most of the twentieth 
century, a household that needed a plumber or a florist consulted a 
printed directory, most famously the Yellow Pages. The mechanics were 
simple and entirely owned by the publisher: businesses listed by category, 
placement for sale, a larger advertisement pulling more calls than a line 
entry. Marketers adapted: some bought the biggest advertisement on the 
page; others gamed the alphabet, which is why cities filled with 
businesses named “AAA Plumbing,” each engineered to appear first in an 
alphabetized column. The early web repeated the model before replacing 
it: human-edited directories organized websites the way the Yellow Pages 
organized businesses, and getting listed in the right category was the first 
online search marketing.

Economists formalized the point long before the web: information is costly 
to acquire, and whatever lowers the cost of finding decides what gets 
found (Stigler, 1961): the directory cut the cost of comparing plumbers, so 
the plumbers inside it won. From the beginning, three things were true: 
discovery ran through an intermediary the marketer did not control; the 
intermediary’s mechanics decided what visibility cost and who got it; and 
the marketers who studied those mechanics won.

Key question: When your customer goes looking, who owns the 
infrastructure they look through, and what behavior do its mechanics  
reward?

Ten blue links
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Google’s arrival at the end of the 1990s replaced human curation with an 
algorithm. Its founding insight was that links between websites could be 
read as votes: a page linked to by many other pages, especially pages 
that were themselves heavily linked, was probably a page worth ranking 
(Brin & Page, 1998). Relevance plus authority, computed at web scale, 
delivered as a uniform list of results. Ten blue links to a page.

Two industries grew up around that page: search engine optimization, the 
craft of earning the unpaid positions (Chapter 3), and paid search, the 
discipline of buying the rest (Chapter 5). Together they made the results 
page the most valuable retail shelf in commercial history.

Who won those early years, and why? The algorithm was new, its 
mechanics partially legible, the field mostly ignorant, so the advantage 
went to whoever understood the machine first. A regional furniture retailer 
in 2004, with pages built around the exact phrases customers typed, could 
outrank national brands that had barely noticed search existed. Early in a 
new discovery era, mechanical understanding is cheap leverage: a 
genuine, if temporary, substitute for brand strength.

Key question: Where in your market today is visibility still cheap 
because competitors haven’t noticed the game has changed?

Selling the shelf
The shelf went on sale almost immediately, and the paid side of search 
has a history of its own. GoTo.com pioneered the model in 1998: 
advertisers bid for placement in the results, pay-per-click, ranked by pure 
bid, so whoever paid most appeared first (Fain & Pedersen, 2006). The 
rule was transparent, crude, and it worked, and Google copied the idea 
with a correction that turned out to matter more than the idea itself. 
AdWords’ 2002 relaunch ranked ads by bid weighted by click-through rate, 
so an ad people ignored fell down the page regardless of the money 
behind it (Edelman et al., 2007). Even paid placement was forced to 
respect relevance, a principle that returns as ad quality in Chapter 5.

The economics explain the modern page. That auction became one of the 
most profitable advertising products ever built, and it is what pays for the 
free engine: search is free to the user because advertising, most of it sold 
through these auctions, funds the platform. A platform whose revenue 
lives on the results page has every reason to make that page better, 
stickier, and more complete, which is the incentive behind everything the 
next section describes.
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Figure 1.2. The controls migrate to the machine. Shopping ads took the ad, Smart 
Bidding took the bid, responsive ads took the creative, Performance Max automated 
much of the campaign itself. Each step traded granular control for performance; the 
marketer’s job moved upstream.

The auction then began absorbing the marketer’s job, one control at a 
time. Shopping ads, from 2012, extended the contest from keywords to 
product feeds, the structured files listing each item’s title, image, price, 
and availability, with the ad itself assembled from that data (Google, 
2012). Smart Bidding, from the mid-2010s, took the bid: the advertiser set 
a target, a cost per sale or a return on spend, and the platform priced 
every auction using signals no human could watch. Responsive ads took 
over assembling the creative, choosing combinations from headlines and 
descriptions the advertiser supplied. Performance Max, in 2021, 
automated much of the campaign itself: the advertiser hands over a goal, 
a budget, assets, and a feed, and the platform allocates spend across 
Google’s surfaces, with far less visibility into the individual placements and 
auction decisions. Each step traded granular control for the promise of 
better performance and easier management, and advertisers largely took 
the trade. Generative AI now helps write the ads, and platforms are 
beginning to sell placements around AI answers; Chapter 6 takes up that 
ground. The paid and unpaid halves of the page grew up together, and in 
both the platform absorbed more of the mechanics over time, moving the 
marketer’s advantage upstream: strategy, goals, honest measurement, 
and the quality of what gets fed in.

Key question: Search is free to the user because advertising funds 
the platform. What does that incentive predict about how any 
commercially valuable discovery surface will evolve?

The cat-and-mouse years
Cheap leverage invites abuse, and abuse invites correction. Through the 
2000s, the tactics that exploited the algorithm’s blind spots became 
industries of their own: pages stuffed with repeated keywords, content 
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farms publishing thousands of thin articles engineered to rank rather than 
to help, and link schemes, whole networks of sites existing solely to 
manufacture the “votes” the algorithm counted.

The corrections, when they came, were named and remembered like 
storms. An unannounced update in late 2003, which the industry 
christened Florida, broke the crudest keyword manipulation (Moz, n.d.). 
The Panda update in 2011 targeted thin, low-value content and 
devastated the content-farm economy (Singhal & Cutts, 2011). Penguin, in 
2012, went after manufactured links (Cutts, 2012). Each update rewrote 
the rules retroactively. Picture an online retailer whose purchased links 
had delivered two profitable years of rankings, then a Tuesday morning on 
which more than half its traffic was simply gone: no notice, no appeal, no 
one to call.

Two lessons endure. The first is about power: the marketer operates on 
infrastructure someone else owns, and the owner can change the rules at 
any time, without warning, in ways that destroy businesses (Tiwana et al., 
2010). A 2024 leak of internal Google documentation underlined it: the 
analysts who reviewed the documents read them as confirming that 
signals the company had publicly downplayed, including brand strength 
and real user engagement, played a real part in ranking (Fishkin, 2024; 
King, 2024). The safe reading: no new trick had been revealed; the 
fundamentals had been load-bearing all along.

The second lesson: mechanical understanding wins early; it does not keep 
winning. As each era matures, the platform closes the loopholes, the 
mechanics get policed (Berman & Katona, 2013), and the advantage 
reverts to brands customers actually want to find: the ones producing 
things worth linking to, worth reading, worth returning to. In every era so 
far, the clever phase has given way to the credible one.

Figure 1.3. The era cycle. A new surface emerges with mechanics only partly 
understood; early students of the machine win cheaply; the exploits industrialize; the 
platform corrects, retroactively; advantage reverts to the fundamentals. Every 
discovery era so far has run this loop.
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Key question: If a tactic works only because the algorithm hasn’t 
caught it yet, what is your plan for the day it does?

The answers move onto the results page
The results page itself did not stand still, and its first great change was in 
what it contained. In 2007 Google began blending its separate indexes 
into one page, a shift the industry called universal search: maps and local 
listings, images, video, news, and shopping results appeared alongside the 
familiar web links, and each became a surface where a brand could win or 
lose the same customer. The auction described in the previous section 
followed the page here, most visibly in the product grid.

And the expansion has not stopped. Discovery now runs across parallel 
surfaces, the five Zero Moment sources of this book’s foreword: the 
engine’s page, social platforms searched natively, review ecosystems, the 
creators customers trust, and, newest, AI assistants. An Instagram post or 
a Reddit thread can surface as a search result in its own right, Google 
draws results from platforms it does not own, and its 2026 platform 
reporting made that wider footprint measurable for marketers (Google 
Search Central, 2026). What counts as a result has been widening for 
thirty years.

The second great change was in what the page did with its results: 
featured snippets excerpted an answer directly onto the page, and 
knowledge panels assembled facts about people, places, and brands 
without requiring a click at all. The economics of the previous section 
explain the direction: answering on the spot is a better experience, and a 
searcher who stays on the page stays where the engine earns. Traffic to 
everyone else is a byproduct, not a promise, and the share of questions 
answered in place is likely to keep rising.
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Figure 1.4. The same query across three eras of the results page. In 2004, ten blue 
links and two text ads. By the mid-2010s, the universal page: ads, shopping, maps, 
video, and a featured snippet crowd the links. By 2026, an AI Overview can answer 
first. Layouts are schematic, not to scale.

The cumulative effect was structural. Search activity kept growing. What 
changed is what happens afterward: more needs are resolved inside the 
interface itself, so marketers watch search interest rise while clicks to their 
websites fall. The industry calls this the zero-click shift. Visibility and 
traffic, once nearly the same thing, have come apart; a brand can now 
shape a decision on a surface the customer never leaves. If influence 
happens without a visit, counting visits undercounts influence.

Key question: If the customer gets their answer without ever 
clicking, where did the marketing happen, and how would you know?

The new discovery layer
AI assistants are the most developed form of zero-click discovery so far: 
interfaces that lead with a synthesized response rather than a ranked list, 
drawn from model knowledge and, often, sources retrieved for the 
question at hand, naming, comparing, and recommending specific brands. 
The answer engine can compress the consideration set, the shortlist of 
brands a buyer seriously weighs, before the customer sees a single brand. 
Marketing has studied consideration sets for decades (Hauser & 
Wernerfelt, 1990); what is new is that an answer engine can assemble that 
set on the customer’s behalf. Being absent from that answer is a different 
kind of invisible. A low-ranked page can still be found; a brand the 
machine never names cannot.

And the arc does not stop at answers. The next stage is already 
appearing: agents, AI systems that research, monitor, and complete tasks 
on the user’s behalf. Google is building them into Search, including 
booking services and calling businesses (Reid, 2026); an agent can 
already check three hotels and complete the booking without its owner 
touching a website.Increasingly, an automated system may evaluate a 
brand’s information and act on the customer’s behalf. A brand therefore 
has to be legible to machines, verifiable against other evidence, and 
genuinely worth choosing. 

It is tempting to read this as the end of the previous era; parts of the 
industry have said exactly that. The evidence says otherwise. Traditional 
search still handles vastly more discovery than AI interfaces. The two 
surfaces compete for some questions, and underneath they are coupled: 
the content and authority that earn strong organic positions overlap 
heavily with what AI systems draw on when composing answers, though 
they do not share one ranking system. The marketer now competes on 
two connected surfaces, and the rest of this book, beginning with Chapter 
2’s framework, is about managing them as one portfolio.
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The paid history predicts the next step. Once a discovery surface attracts 
commercial intent, the platform that owns it builds a way to sell access, 
and sponsored formats in and around AI-generated answers are the latest 
instance. The formats are new; the incentive, selling access to commercial 
intent, is as old as GoTo.

And the pattern of this chapter is already repeating. Mechanical 
understanding is once again cheap leverage, and some early gains in AI 
visibility have gone to the brands that studied the new machine first; the 
exploits, fabricated reviews and content engineered to flatter machine 
readers, are industrializing behind them. If the pattern holds, the platforms 
will correct, retroactively, and the brands with only tricks will lose 
everything the tricks bought.

Key question: Which of the last thirty years’ lessons still bind when 
the answer is written by a machine, and which genuinely don’t?

What survives every shift
Strip away the mechanics and the same three assets decide every era’s 
winners: a deep understanding of the customer, what they are trying to 
accomplish, in what words, at what moment; genuine value in the content 
and the product, something original, useful, and true; and a distinctive 
brand that people recognize and seek by name, a signal every discovery 
system has reason to trust because it is among the hardest to fake. A 
recognizable brand takes years and money to build, which is exactly why 
it resists counterfeiting; that is costly signaling, older than the web 
(Spence, 1973; Kirmani & Rao, 2000).

Look again at what those three assets have in common. Each is a way of 
persuading, and each has always had to persuade twice: first the 
intermediary, then the customer. The Yellow Pages asked nothing of a 
brand beyond the listing fee, so all the persuasion sat in the 
advertisement itself. Google’s crawler could be argued with, through links, 
content, and twenty years of accumulated craft. Answer engines raise the 
standard again: they may combine claims from brand-owned and third-
party sources and present a conclusion directly to a customer who may 
never review the evidence. Flattery has little purchase on a system built 
that way. What registers is corroboration: authority, independent 
testimony, the same account given by sources with no reason to collude 
(Hovland & Weiss, 1951; Cialdini, 2021). None of this makes answer 
engines impossible to game, and this chapter’s own history predicts that 
people will try. What it changes is what durable persuasion consists of: 
evidence the system can verify, maintained everywhere the system looks.

These are the classic principles of marketing, and each shift has kept 
rewarding them even as the observable signals changed: many of the cat-
and-mouse corrections amounted to the algorithm learning to detect their 
absence, and AI systems lean on third-party validation for the same 
reason. The tactical layer changes every few years and must be relearned 
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each time. The most durable strategic questions have been there since 
the Yellow Pages: are you known, for the right things, by the customers 
who matter? The middle clause carries more weight than it looks. A brand 
that comes to mind for the wrong occasions is not famous, it is misfiled, 
and discovery systems tend to reinforce the existing association rather 
than correct it (Romaniuk & Sharp, 2022). There is no evidence any of that 
is about to change.

State of Play · 2026

Where this chapter’s claims rest on numbers that will age, the numbers live 
here, current as of mid-2026.

● In Ahrefs’ Q1 2026 benchmark sample, AI Overviews reduced click-
through on the #1 organic position by roughly 58% year over year; even 
position 10 lost about 19% (Ahrefs, 2026).

● ChatGPT handles query volume equal to roughly 12% of Google’s, yet 
Google still sends about 190 times more traffic to websites, because AI 
interfaces resolve most questions in place (Ahrefs, 2026).

● When AI referrals do occur, they convert unusually well: in Similarweb’s 
2026 ebook sample, AI-referred e-commerce visits converted at roughly 
11.4%, against 5.3% for organic search (Similarweb, 2026).

● Search Console’s platform properties, launched July 2026, report how 
Instagram, TikTok, X, and YouTube content performs in Google Search 
and Discover (Google Search Central, 2026).

● Google announced Search agents at I/O in May 2026: information agents 
monitoring around the clock, agentic booking for local services and 
experiences, and Google calling businesses on the user’s behalf (Reid, 
2026).

Key Takeaways

● Discovery has always run through infrastructure the marketer does not 
control. Early in each era, advantage goes to whoever learns the new 
mechanics first; as it matures, advantage reverts to brands customers 
actually want to find.

● Tactics that exploit an algorithm’s blind spots get corrected: 
retroactively, without warning, and at business-ending scale. The same 
cycle is already visible in AI search.

● Paid search ran the same arc in miniature: a transparent contest over 
bids and keywords became an automated system driven by goals, feeds, 
and conversion data, and the marketer’s advantage moved to strategy, 
measurement, and input quality.

● Search activity keeps growing, but more of it resolves inside the 
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interface. Visibility and traffic have come apart, and influence 
increasingly happens where no click is recorded.

● AI assistants extend rather than replace search; the surfaces are 
coupled, and every “death of search” headline so far has marked a 
mechanic changing, not the behavior ending. What survives each shift: 
customer understanding, genuine value, and a distinctive brand, the 
signal hardest to fake.
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C H A P T E R  2

The Customer Journey 
and the Integrated 
Search Marketing (ISM) 
Framework

Learning Objectives

● Explainhow changes in consumer search behavior influence marketing 
strategy.

● Describehow traditional search and AI-mediated search complement 
one another throughout the customer journey.

● Analyzewhy marketers face a resource allocation challenge rather than 
a technology replacement challenge.

● Applythe Integrated Search Marketing (ISM) framework to organize 
search marketing decisions.

● Recognizehow SEO, SEM, GEO, and GEM work together as 
complementary marketing investments.

Introduction
Marketing managers allocate finite resources to influence what target 
customers believe and do. Whether the goal is to increase awareness, 
encourage trial, build preference, generate loyalty, or inspire advocacy via 
“customer delight,” managers continually decide where to invest their 
limited resources to create the greatest impact. Every marketing activity 
represents an investment intended to move customers closer to a desired 
action or belief.

Before making those investments, marketers first answer three 
fundamental questions. Who are we trying to reach? What do we want 
those customers to believe about our brand? What do we ultimately want 
them to do? These questions reflect the logic of segmentation, targeting, 
and positioning. Once those decisions have been made, marketers face a 
second challenge: determining how to reach customers throughout their 
decision-making process.

For many years, marketers could think about search primarily through 
traditional search engines such as Google or Bing. Customers entered 
keywords, compared websites, read reviews, and narrowed their choices 
before purchase. Today, many consumers begin that same journey by 
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asking AI a question. They may receive a summarized recommendation, 
comparison table, or synthesized answer generated from multiple sources. 
Others still rely on traditional search engines, and many move back and 
forth between both environments during the same decision.

Search now spans traditional engines and AI-mediated interfaces, and 
many customers use both. AI-mediated search has added another set of 
investment decisions alongside existing search activity.

For marketing managers, this is fundamentally a resource allocation 
problem. Budgets, time, and organizational attention remain limited. As 
customers adopt new search behaviors, marketers must continually 
decide where those limited resources will create the greatest value. The 
challenge is deciding how search investments should be allocated across 
multiple search environments that influence customers in different ways.

This chapter introduces the Integrated Search Marketing (ISM) framework, 
a managerial framework designed to help marketers organize those 
decisions. ISM organizes search engine optimization (SEO), search engine 
marketing (SEM), generative engine optimization (GEO), and generative 
engine marketing (GEM) as complementary investments across one 
search portfolio, working together to influence customers throughout the 
decision-making process. (Pettiette & Whitler, 2026)

Marketing Foundation: Segmentation, Targeting, and 
Positioning Still Comes First

Every successful marketing strategy begins with segmentation, targeting, and 
positioning. Markets consist of different customers with different needs, 
motivations, budgets, and behaviors. Marketers first segment those customers 
into meaningful groups, select the group(s) they intend to serve, and then 
develop a position that differentiates the brand from competitors.

Only after those strategic decisions have been made does the search strategy 
begin. A luxury resort targeting affluent travelers may invest heavily in 
inspirational content, AI-generated travel recommendations, and search 
visibility for destination planning. A regional emergency plumbing company may 
prioritize paid search advertisements that appear immediately when customers 
search for urgent services. Neither strategy is inherently better. Each reflects 
different customers, different decision journeys, and different marketing 
objectives.

Integrated Search Marketing does not replace STP; it helps marketers decide 
how to make their chosen position visible wherever target customers search for 
information.

The Customer Journey Is Changing
Although search technologies continue to evolve, customer decision-
making remains grounded in familiar marketing principles. One of the 
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best-known frameworks is AIDA, which describes how customers often 
move from Awareness to Interest, Desire, and ultimately Action. Real 
customer journeys are often more dynamic than this simple sequence, but 
AIDA remains a useful way to think about how marketing activities support 
movement toward purchase.

Figure 2.1. AIDA. A durable way to think about movement toward purchase, and a 
simplification of journeys that are rarely this tidy.

Historically, search played an important role during the awareness and 
information-gathering stages of the journey. Customers became aware of 
a need, searched for information, compared alternatives, and gradually 
narrowed their options before making a decision.

Today, AI is changing how many of those activities occur. Instead of 
manually comparing dozens of websites, consumers increasingly ask AI 
systems to summarize information, recommend products, explain 
differences, and generate shortlists. Traditional search has not 
disappeared, but it often serves a different role than it did only a few years 
ago.

Increasingly, customers use AI to explore possibilities and traditional 
search to validate decisions. That is one common path rather than a rule: 
journeys move fluidly among the foreword’s five sources, and many 
customers run the sequence in other orders.

Applying the Five-Source Zero Moment Model

● Jim Lecinski named the Zero Moment of Truth:the decisive research 
moment between stimulus and purchase, when the customer goes 
looking before buying (Lecinski, 2011; and see the foreword to this 
book).
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● The foreword extends the model:customers now gather Zero 
Moment evidence across five sources: search engines, social 
conversations, ratings and reviews, content creators, and AI assistants. 
The five sources describe where customers gather evidence; the four ISM 
categories describe how marketers invest in earned and paid visibility 
across the search environments among them. Every ISM decision can be 
read as an answer to one question: which Zero Moment sources matter 
most for this customer, and what earned and paid presence do we need 
there?

Research Insight: An Emerging Pattern in Search Behavior

Initial research suggests that many consumers use AI differently than traditional 
search engines. Rather than replacing traditional search, AI often helps 
customers organize information, compare alternatives, and develop a shortlist 
during the consideration stage of the customer journey. Traditional search often 
remains important for verification tasks such as reading reviews, comparing 
prices, checking availability, and validating information before purchase.

For marketing managers, this means AI and traditional search should often be 
viewed as complementary investments rather than competing alternatives.

Figure 2.2. One common path: AI for consideration, traditional search for verification.

The Marketing Manager’s Challenge
As customer behavior evolves, marketing managers face a decision that 
extends far beyond technology.

Imagine that you are responsible for a marketing budget for a growing 
brand. You discover that more customers are asking ChatGPT and Claude 
for recommendations. Paid search costs continue to increase, while 
organic traffic remains important. Your leadership team asks whether 
resources should be shifted toward AI search.

The question sounds straightforward, but it is an investment portfolio 
problem.
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Marketing managers rarely receive additional resources simply because a 
new technology emerges. Every investment creates an opportunity cost 
because resources devoted to one activity cannot be invested elsewhere.

This is one reason marketing predictions can be misleading. Every few 
years someone declares that an existing marketing tool is dead. Yet new 
technologies usually expand the marketer’s toolkit rather than replacing 
existing tools. AI-mediated search is unlikely to eliminate traditional 
search; it adds another allocation decision.

Instead, marketers inherit another decision. Where should resources be 
invested? How should search investments change as customer behavior 
evolves? Those questions require a framework for organizing marketing 
decisions.

Key question:If your leadership asked tomorrow whether to shift 
budget toward AI search, what evidence about your own customers 
would you want before answering?

The Integrated Search Marketing (ISM) 
Framework
Marketing managers have always allocated resources across multiple 
communication channels. A brand may invest in advertising, public 
relations, social media, sales promotion, email, events, or personal selling 
depending on its objectives, target market, and available resources. 
Search marketing should be viewed in much the same way.

Rather than asking whether SEO is more important than GEO, or whether 
AI will replace traditional search, managers should begin with a different 
question: How are my customers searching for information, and where 
should I invest to reach them most effectively?

That question is the framework’s first move, and it can be asked 
concretely: for this category and this customer, which sources do they 
actually use, in what mix, at which stages? A brand selling to procurement 
teams may find AI assistants everywhere in early research; a brand selling 
to retirees may find them barely present. The answer provides the first 
evidence for setting the weights before budget is split.

The Integrated Search Marketing framework helps answer that question by 
organizing search activities into four complementary investment 
categories across traditional search engines and AI-mediated search 
environments.
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Figure 2.3. The Integrated Search Marketing framework. Four investments, two search  
environments.

Visual Note: Seeing the ISM Framework in Practice

A simple mockup can help students connect the four acronyms to actual search 
experiences. On a traditional search results page, an organic result represents 
SEO and a sponsored result represents SEM. In an answer engine, a brand 
named, cited, or recommended in the generated answer represents GEO, while 
a sponsored or paid placement represents GEM.

Figure 2.4. Where the four ISM disciplines appear. Schematic; layouts vary by platform 
and change often.

The four categories are analytically separate but operationally connected. 
A customer may encounter several of them during the same decision 
journey, and the investments work together to improve brand visibility 
throughout it.

Generative Engine Optimization (GEO)

Generative Engine Optimization focuses on improving a brand’s visibility 
within AI-generated responses. Rather than optimizing only for traditional 
rankings, GEO emphasizes creating content that answer engines can 
retrieve, synthesize, cite, and recommend when responding to customer 
questions. GEO work prioritizes clear, quotable, well-structured content, 
including FAQs, comparison pages, consistent brand information, and 
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third-party corroboration. The objective is to become part of the answer 
itself, rather than simply appearing in the results.

Search Engine Optimization (SEO)

SEO focuses on improving organic visibility within traditional search 
engines by creating relevant, useful, and authoritative content that 
satisfies customer information needs. Important factors include content 
relevance, technical site structure, title tags, metadata, page experience, 
and credible backlinks. Despite the rapid growth of AI search, SEO remains 
central because many customers still rely on traditional search engines 
throughout the decision-making process, particularly when verifying 
information, comparing reviews, or seeking current details.

GEO shares assets and principles with SEO, but it is assessed against 
distinct outcomes: mentions, citations, recommendations, and 
representation accuracy. Both disciplines reward useful, trustworthy, and 
well-structured content, although they optimize for different search 
environments.

Search Engine Marketing (SEM)

Search Engine Marketing represents paid visibility within traditional search 
engines. Through sponsored listings and keyword-based advertising, 
marketers can place relevant messages in front of consumers actively 
searching for products, services, or information. Most commonly, this 
appears as pay-per-click advertising through platforms such as Google 
Ads.

SEM offers flexibility because campaigns can often be launched, adjusted, 
and measured quickly. It is particularly valuable when organizations need 
immediate visibility, support product launches, or compete for highly 
commercial search terms.

Generative Engine Marketing (GEM)

Generative Engine Marketing represents the emerging category of paid 
visibility within AI-mediated search environments. While this area 
continues to evolve rapidly, marketers should expect AI platforms to 
introduce additional sponsored opportunities, commercial 
recommendations, and paid placement options over time.

Although GEM remains less mature than SEM, marketing managers should 
monitor its development as AI-assisted search becomes a larger part of 
consumer information gathering. Paid placement opportunities are 
beginning to emerge in AI-mediated search environments, though the 
formats and measurement models remain less mature than traditional 
paid search.

A Portfolio Rather Than Four Separate Tactics
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One of the most common mistakes marketers make is treating each 
search discipline as an independent decision. In reality, these investments 
work together. A customer may first encounter a brand through an AI-
generated recommendation, verify that recommendation using Google, 
visit the company’s website through an organic search result, and later 
click on a paid advertisement before completing a purchase. Another 
customer may follow an entirely different path.

Marketing managers should ask how each investment contributes to the 
customer journey and how resources should be allocated across the 
portfolio.

The appropriate investment mix depends on the target customer, the 
competitive environment, organizational objectives, available resources, 
and where customers seek information during different stages of the 
decision-making process. The Integrated Search Marketing framework 
encourages marketers to treat search as one portfolio rather than 
optimizing one channel in isolation.

A worked example makes the allocation concrete. Consider Marlow, a mid-
sized cookware brand with $200,000 for search this year. Its customers 
research seasoning and care questions heavily before buying; its organic 
positions on those topics are strong; its visibility in AI answers is near zero; 
and two competitors dominate the paid results for high-intent buying 
terms.

Reading those conditions through ISM: the strong SEO base argues for 
maintenance rather than growth spending; the AI-visibility gap, on topics 
customers demonstrably research, argues for a first meaningful GEO 
investment; thin paid coverage on converting terms argues for narrow, 
defensive SEM; and GEM stays at zero this year, monitored, because the 
placements barely exist. A different brand, with weak organic positions 
and urgent launch targets, would reverse the weights. The framework 
does not produce the number; it organizes the conditions that should.

Key question:For your brand, which ISM cell is currently earning its 
budget, and which is being funded out of habit?

Preparing for the Simulation

The simulation accompanying this chapter places you in the role of a marketing 
manager responsible for making many of these decisions. You will begin with 
the owned and earned side of the framework, SEO and GEO, because managers 
often must first ask what can be achieved through organic visibility when paid 
budgets are limited. As the simulation progresses, additional budget and more 
demanding goals will allow you to layer in paid search investments through SEM 
and GEM. This sequence reflects a real allocation problem: managers do not 
always activate every part of the framework at once. They expand the portfolio 
as objectives, budgets, and competitive pressure change.
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As you complete the simulation, remember the central idea introduced in this 
chapter. Use the framework to interpret trade-offs rather than looking for a 
single correct tactic. Effective managers connect tool choices to the customer, 
the objective, the evidence, and the opportunity cost, and they adapt the 
allocation as customer behavior and technology evolve.

Key Takeaways

● Marketing managers allocate finite resources to influence what target 
customers believe and do.

● Consumer search behavior is evolving rather than shifting completely 
from one platform to another.

● Initial research suggests that AI often supports customers during 
consideration, while traditional search frequently supports verification 
before purchase.

● New search technologies tend to expand the marketer’s portfolio of tools 
rather than replace the existing ones.

● The Integrated Search Marketing framework organizes search 
investments across SEO, SEM, GEO, and GEM to help managers make 
more informed allocation decisions.

● ISM helps managers make allocation decisions as search behavior, costs, 
and available formats evolve.
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C H A P T E R  3

Search Engine 
Optimization

Learning Objectives

● Explain what SEO is, and how a search engine crawls, indexes, and 
ranks the web.

● Interpret the standard research metrics (search volume, rank, keyword 
difficulty, topical authority, intent), including what each one really 
measures and where it can mislead.

● Read a ranking position as information about your situation, and match 
the response to the band you are in.

● Describe the four kinds of work an SEO budget buys, and why earned 
authority lasts while manufactured authority gets punished.

● Evaluate a list of candidate topics in a structured sequence: audience, 
relevance, volume, position, difficulty.

Introduction
You have run thousands of Google searches: type a question, a page of 
results appears, click one of the first few links, gone within seconds. It 
feels like nothing. For the companies on that page, your few seconds were 
the whole game: the one you clicked earned a shot at your business; the 
ones you scrolled past earned nothing.

Search engine optimization, SEO, is the work of winning those moments: 
earning a high position in the unpaid search results for the queries that 
matter to a business. The word unpaid carries weight. A results page also 
sells placement, and buying it is a separate discipline with its own 
economics, covered in Chapter 5. In the framework from Chapter 2, SEO is 
the earned half of the traditional search surface.

The research tools will hand you a number for every topic you might 
chase: volume, rank, difficulty, authority, intent. None of those numbers 
makes the decision. SEO is a sequence of judgments, relevance before 
volume, position read as a diagnosis, ambition matched to horizon, and 
the metrics exist to organize that judgment, not to replace it. This chapter 
builds the sequence. To keep it concrete, one imaginary company appears 
throughout: Marlow, a mid-sized American cookware brand trying to grow 
online sales of its cast-iron pans.
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What a search engine actually does
A search engine runs three processes. Crawling: automated programs 
follow links from page to page, fetching a copy of everything they find. 
Indexing: the engine reads each fetched page, works out what it is about, 
and files it in an enormous catalog. Ranking: when someone searches, the 
engine pulls every cataloged page that might answer, scores them all in a 
fraction of a second, and shows the highest scorers first. Everything in SEO 
is an attempt to influence that scoring.

The score rests on three questions. Relevance: does the page answer the 
query? If someone searches “how to season a cast iron skillet” and Marlow 
has a clear, step-by-step guide on exactly that, the page is relevant. 
Authority: do others vouch for it? The original vouching was the hyperlink. 
Google’s founding insight was that a link can be read as a vote of 
confidence, and that pages accumulating votes from credible places are 
probably worth showing (Brin & Page, 1998). A Marlow guide referenced 
by food magazines and cooking schools outweighs one nobody links to. 
Quality: is the page genuinely good and pleasant to use, in the judgment 
of algorithms and of the humans whose clicks train them?

Beneath the content sits a technical layer, usually delegated to specialists. 
Schema markup labels what a page contains: a product, a price, a how-to 
guide. Core Web Vitals measure how fast and stable a page feels to use. 
Crawlability is whether the engine’s programs can reach the page at all, 
and it is the reason a manager needs the layer on their radar: a page the 
crawler cannot reach cannot rank, no matter how good the writing is.

Figure 3.1. How a search engine works: crawl, index, rank. Ranking scores every 
candidate page on relevance, authority, and quality. The technical layer underneath 
decides whether a page enters the pipeline at all.

Key question: When Google scores your most important page 
against the query you care about, what evidence does it actually 
hold on each of the three questions?
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The numbers marketers work with
Marketers plan SEO with research tools; Semrush and Ahrefs are the 
names you will hear most. Each returns the same standard set of numbers 
for a topic, and the skill is knowing what each number actually measures. 
The walk below uses a topic Marlow cares about: “how to season a cast 
iron skillet.”

First, a distinction the tools blur. A query is the exact string someone 
types. A topic is the cluster of queries that all want the same thing, 
however phrased: “seasoning cast iron,” “how do I season a new skillet,” 
and dozens of variants. Engines recognize that these deserve the same 
answers, so one strong page typically competes for the whole cluster. The 
unit you plan around, here and throughout this book, is the topic; the 
query-level numbers describe it.

Search volume is how many times the query runs in an average month: an 
estimated 8,100 times in the United States for our example. It measures 
the size of the conversation, nothing more, and it is a modeled estimate, 
not a count.

Rank is where your page currently appears. Position 1 is the top unpaid 
result; positions 1 through 10 are the first block of organic results. Clicks 
concentrate heavily at the top, and the reason is partly behavioral: eye-
tracking research shows that searchers’ attention itself clusters on the first 
few results (Granka et al., 2004), and click patterns reflect position as 
much as quality (Joachims et al., 2007). By position 20 a page is 
technically present, practically unseen. Marlow’s seasoning guide at 
position 9 is on page one, seen by some searchers, clicked by few.

Keyword difficulty, KD, scores from 0 to 100 how hard the topic would be 
to win. Handle it with care: it is calculated by the tool vendor, not by 
Google, and each vendor computes it differently. What it mostly measures 
is the link authority of the pages currently ranking, so it answers one 
useful question: how strong are the incumbents you would have to 
displace? Read it as a rough cost estimate, nothing more.

Topical authority describes how much related, interlinked content your site 
already has. The logic is that engines reward demonstrated depth: a site 
with thirty good pages about cast iron will usually rank a thirty-first more 
easily than a site publishing its first. Treat it as a strategic idea the tools 
approximate, not a score Google reports, and give it the same loose 
reading as KD.

The simulation accompanying this book reports these same numbers, 
under the same names, on its topic table, alongside their AI-search 
counterparts; Chapter 4 defines those.

Intent classifies what the searcher is trying to do, in four categories. 
Informational: learning (“how to season a cast iron skillet”). Commercial: 
comparing options (“best cast iron skillet 2026”). Transactional: ready to 
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buy (“buy 12 inch cast iron skillet”). Navigational: heading for a brand 
they already know (“Marlow returns policy”). Real queries are messier 
than four boxes, but the labels map onto the customer journey from 
Chapter 2, and each type behaves differently; Figure 3.2 walks the four.

Figure 3.2. The four intent types mapped to the customer journey, with an example 
query at each stage. The buyer who converts on a transactional query was formed on 
the informational and commercial ones, weeks earlier.

The first myth: ‘sort by volume, start at 
the top’
Hand a beginner the topic list and they do the obvious thing: sort by 
search volume, descending, and start at the top. Or its cousin: chase only 
the transactional queries, since they sit closest to the checkout. Both feel 
efficient. Both waste budget.

Volume only matters once a topic passes the relevance test, meaning your 
brand has a genuine claim to be among the best answers, and the people 
searching are plausibly your customers. When a topic fails that test, 
ranking gains do not turn into clicks, and clicks do not turn into sales. A 
study of organic clicks across 759 online retailers found brand strength 
and site quality driving clicks twice over: directly, because searchers 
prefer names they recognize and trust, even when those names sit lower 
on the page, and indirectly, because engines tend to give higher-quality 
sites better positions in the first place (Baye et al., 2016).

The transactional-only version fails for a related reason. The customer 
typing “buy 12 inch cast iron skillet” this week probably read a seasoning 
guide and a comparison article last month, and she is choosing between 
the brands she met then. If Marlow appears only at the checkout moment, 
it appears as a stranger. Check relevance first. Then let volume tell you 
how big the prize is.
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Key question: Which topics on your list would survive an honest 
relevance test, and how much of the remaining volume is really 
yours to win?

Reading a position
Read a ranking position as information, not as a score to push up: each 
band points to a different situation, and each situation calls for a different 
plan. The bands below are a heuristic, not a law.

Positions 1 to 3. This is where the clicks are. If Marlow holds position 2 for 
“cast iron skillet care,” the job is to keep it: refresh the content 
periodically, keep earning links, and watch whoever sits just below.

Positions 4 to 15. A position in this band is evidence of something specific: 
the page is credible, one of the better answers available for this query, 
and something about it falls short. The missing piece is often visible if you 
go looking. Open the pages ranking above you and compare honestly. Is 
their guide more thorough? More recent? Better structured? Do they have 
links from stronger sites than yours? The plan in this band is to close a 
specific gap, and a focused improvement can move a page within weeks 
to a couple of quarters, depending on the gap and the incumbents. 
Marlow, sitting at position 9 on its seasoning guide, should be asking 
exactly these questions.

Positions 16 to 30. Only determined searchers scroll this far. Improvement 
is possible, but it is no longer a matter of adjustments; it takes real 
investment, and the case for that investment has to be argued topic by 
topic.

Positions beyond 30. A different situation altogether. A page ranking at 40 
usually has several problems at once: the site lacks authority on the 
subject, the content is thin, the incumbents are strong, the topic is a poor 
fit, or all of these together. Small optimizations will not move it. Winning 
from here is a campaign built from zero across several quarters, 
sometimes exactly the right call when the topic matters enough, but 
chosen deliberately, timeline understood at the start, never by default. 
The skill is matching ambition to horizon: if you need results this quarter, 
pick fights in the 4-to-15 band; if you can invest across several periods, a 
longer campaign may be worth opening now.

Finally: positions decay. Google keeps adjusting what it rewards, and your 
competitors keep publishing whether you do or not. A page that ranked 
2nd in January can drift to 8th by June without anything going visibly 
wrong; the field simply moved. Budget effort for maintaining what you 
hold; forgetting to is how strong positions get quietly lost.
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Figure 3.3. The position ladder, read as a diagnostic. Positions 1–3: defend what you 
hold. Positions 4–15: credible but incomplete; find and close the gap. Positions 16–30: 
real investment required; argue the case. Beyond 30: a campaign from zero; choose it  
deliberately or pass.

Key question: For each topic you care about: which band are you 
in, what is that band telling you to do, and does your timeframe 
allow it?

What the work actually is
So far we have been reading the situation. The work itself comes in four 
kinds. Content: pages that genuinely answer the queries that matter, the 
heart of the discipline. On-page: making existing pages easier for engines 
to understand, through clear structure, headings, internal links, and 
schema labels. Technical: the plumbing described earlier, usually 
delegated. Off-site: earning links and mentions from other websites, 
through digital PR, expert commentary, and publishing things people want 
to reference.

On content, Google has told the world what it means by quality. It 
publishes guidelines for the human reviewers who audit its results, 
assessing content on Experience, Expertise, Authoritativeness, and Trust: 
E-E-A-T (Google, 2025). The raters score results to test Google’s systems; 
E-E-A-T is not a score attached to your page. The framework boils down to 
two questions: who is behind this content, and why should a reader 
believe them? A skillet-care guide written by Marlow’s head of product, a 
trained chef with fifteen years in professional kitchens, her name and 
reasoning on the page, reads very differently to Google than an 
anonymous block of marketing copy. If your organization contains genuine 
expertise, making it visible is the cheapest advantage in SEO.

Off-site work carries a warning. Links can be earned, by being worth 
referencing, or manufactured, by paying for them. The manufactured kind 
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works right up until the platform decides otherwise. Chapter 1 told the 
story of the Penguin update, which removed businesses built on 
purchased links from the results in a single morning (Cutts, 2012). 
Researchers have modeled this choice formally, as investment flowing 
either into genuine quality or into manipulation, with the platform’s 
ongoing policing steadily tilting the returns toward quality (Berman & 
Katona, 2013). The policing is imperfect and always will be. Its direction 
has not changed in twenty years.

Your search footprint is also wider than your website. In 2026 Google 
added platform properties to Search Console, reporting how a brand’s 
Instagram, TikTok, X, and YouTube content performs in Google Search and 
Discover, the first native measurement of content the brand does not host 
(Google Search Central, 2026). A Marlow seasoning video on YouTube can 
rank for the same queries as the Marlow site, and both now report in the 
same console. Links and mentions from independent sources earn 
authority with Google; the next chapter shows they are also central 
evidence AI assistants weigh when deciding which brands to name. The 
same earned reputation feeds both surfaces.

Key question: Where does real, demonstrable expertise live in your  
organization, and how much of it is currently visible on your site?

Who does the work now
Most of this work is now done with machines, and pretending otherwise 
would date this chapter within a year. A capable operator in 2026 has an 
assistant that expands one seed term into a thousand, clusters them by 
intent, drafts the outline, and writes the first version of the page. Drafting 
is no longer the expensive part.

What that changes is where the value sits, and the evidence here is 
unusually clean. SE Ranking ran the experiment properly. It bought twenty 
new domains with no authority, no backlinks, and no history, published 
two thousand fully machine-written articles across them with no human 
editing, and watched for sixteen months. The early numbers looked like a 
win: seven in ten pages indexed inside five weeks, and twenty-eight 
percent of them reaching the top hundred results in the first month. 
Anyone checking the dashboard then would have bought the annual plan. 
By the third month, three percent were left in the top hundred. A later 
spam update lifted that back to twenty percent, still short of where it 
began, and across sixteen months the two thousand articles produced 
fewer than fourteen hundred clicks between them (SE Ranking, 2026).

The same study ran a control, and the control is the lesson. Six machine-
drafted articles, edited by people and published on SE Ranking’s own 
established domain, earned more clicks than all two thousand of the 
others combined. Three of the six reached the organic top ten. The 
machine was not the difference. Authority and editing were, and neither of 
those can be generated.
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So the work has not gone away. It has moved. The machine drafts; you 
decide what is true, what is worth publishing, and what to throw away. 
That is a harder skill to teach and a much harder one to fake, which is 
precisely why it is now the one that pays.

Key question: If a machine drafted every page you published this 
quarter, what did you personally add that a competitor running the 
same tool could not?

The second myth: ‘without clicks, SEO is 
pointless’
Picture the results page a searcher now sees. From the top: paid 
advertisements marked as sponsored; often an AI Overview, a machine-
generated answer assembled from web sources selected through Google’s 
search systems, citing a few of them; sometimes a map of local 
businesses or a row of product panels; and, running through it all, the 
unpaid organic listings this chapter is about. Each element is a different 
competition with different rules, and the page resolves more and more on 
the spot: roughly six in ten US searches now end without a click to any 
website (Fishkin, 2024).

The tempting conclusion is that SEO is losing its point. The evidence reads 
differently: the payoff is changing shape. The Overview is drawn from web 
sources selected by the same search systems, overlapping heavily with 
what ranks, so a strong position still earns the clicks that remain and 
improves the odds of a presence inside the answer itself, where your 
words can shape the decision of a customer who never visits your site. 
And the visitors who do click through after reading AI-assembled answers 
turn out to be unusually engaged, spending roughly twice the time on site 
and viewing twice the pages of other visitors (Similarweb, 2026). The 
clicks are fewer and better, and part of the value now arrives invisibly. 
Measuring that properly is a genuine problem, and Chapter 7 takes it on.
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Figure 3.4. A results page read as a click market. The AI Overview answers in place 
before position 1 is ever reached; the clicks that remain concentrate on the first 
organic positions. Bar lengths are an illustrative shape, not measured data.

Key question: If Google answers the customer’s question using 
your content and no click ever happens, what did you gain, and 
where would it show up?

Choosing topics: a sequence for the 
decision
Eventually you face the decision this chapter has been building toward: a 
long list of topics, a finite budget, a deadline. Work through it in this order. 
Start with the audience: which surfaces do your customers actually use for 
this category, and in what mix? There is no point winning Google for a 
customer who does her deciding somewhere else. Next, apply the 
relevance test and strike out every topic where the brand has no genuine 
claim, however large its volume; you now know why. With what remains, 
let volume do its real job: telling you whether each topic is big enough to 
matter against your goals. Then run the position diagnosis on every 
candidate: which band are you in, is this a gap to close or a campaign to 
open, and does your timeframe allow it? Difficulty comes last, as the final 
check on the price of whatever is still standing.

You might expect a formula at this point, some weighting of the five 
factors that outputs the right answer. No universal weighting settles it: a 
formula every competitor could run would steer them all to the same 
topics and cancel its own advantage. What actually separates winners is 
qualitative: better content, a stronger reputation, a sharper understanding 
of the customer. Google spends billions trying to turn those qualities into 
numbers and still only manages an approximation. The metrics break your 
judgment into pieces you can check one at a time. The judgment remains 
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yours, and exercising it, topic by topic, under a real budget, is the actual 
work of search marketing. The next chapter carries the same judgment 
onto the AI surface.

Try it: two topics, one budget

Marlow can fund serious work on one topic this quarter. Topic A: “best cookware 
brands,” 33,000 searches a month, commercial intent, difficulty 74, Marlow 
ranks 41st. Topic B: “cast iron vs stainless steel,” 9,900 searches a month, 
commercial intent, difficulty 32, Marlow ranks 12th. Which one, and why? Run 
the sequence before reading on.

One way through it. Audience: both fit. Relevance: Marlow has a real claim on 
B, since it makes cast iron and can compare honestly; on A it is one voice 
among every cookware maker alive. Volume: A is bigger, but B is plenty. 
Position: B is a gap to close from the optimization zone; A is a campaign from 
zero against entrenched list-makers. Difficulty says the same. B is this quarter’s 
work: winnable, on-brand, compounding. A is wrong for now rather than forever; 
at position 41 it needs a deliberate multi-quarter case this budget does not 
cover.

Figure 3.5. The judgment sequence as a filter: audience, relevance, volume, position, 
difficulty, applied in that order. Topics drop out at each gate; the survivors are the 
strategy.

Three things people get wrong about SEO

● “SEO is putting keywords in a page.” True in 2003, punished shortly 
after. Modern SEO is closer to publishing: expertise, structure, and 
reputation, sustained over time.

● “SEO is free.” Nobody bills you for the placement itself, but the 
content, the expert time, the link earning, and the technical work are all 
paid for. Organic describes how the click arrives, not what it cost.
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● “Rank 1 is the goal.” Rank is a means. The goal is qualified demand 
reaching the business, and position 3 on a query your customers actually 
run can be worth more than position 1 on one they never do.

State of Play · 2026

Where this chapter’s claims rest on numbers that will age, the numbers live 
here, current as of mid-2026.

● 58.5% of US Google searches end without a click to the open web 
(Fishkin, 2024).

● AI-referred site visits show roughly double the engagement of other 
visits: about 12 page views versus 6.5, and 11.8 minutes on site versus 
5.6 (Similarweb, 2026).

● Search Console’s platform properties, launched July 2026, report clicks 
and impressions for Instagram, TikTok, X, and YouTube content in Google 
Search and Discover (Google Search Central, 2026).

Key Takeaways

● SEO is the practice of earning position in the unpaid results. Engines 
crawl, index, and rank; ranking weighs relevance, authority, and quality; 
the technical layer underneath gates all three.

● Volume measures the size of a conversation. KD estimates the strength 
of the incumbents. Topical authority signals specialist standing. Intent 
maps each query to a stage of the journey. All are useful; two are vendor 
constructs to be read loosely.

● Relevance comes before volume. A topic your brand cannot credibly win 
is someone else’s conversation, whatever its size, and brand strength 
itself drives organic clicks.

● Read positions as information. Top three: defend. Four to fifteen: credible 
but incomplete, so find the gap and close it. Beyond thirty: a campaign 
from zero, chosen deliberately or passed on. Every position decays 
without maintenance.

● The work is content, on-page, technical, and off-site. Visible, genuine 
expertise (E-E-A-T) is the cheapest advantage; manufactured authority 
gets repriced retroactively; and the search footprint now extends to 
social and video content Google measures natively.

● No universal weighting settles topic selection: a formula every 
competitor could run would steer them all to the same topics. The 
metrics organize your judgment; exercising it, topic by topic, is the job.

Novela · Companion Text 35



References
SE Ranking. (2026). How AI-generated content performs: Experiment results. SE 

Ranking.

Baye, M. R., De los Santos, B., & Wildenbeest, M. R. (2016). Search engine 
optimization: What drives organic traffic to retail sites? Journal of Economics & 
Management Strategy, 25(1), 6–31.

Berman, R., & Katona, Z. (2013). The role of search engine optimization in search 
marketing. Marketing Science, 32(4), 644–651.

Brin, S., & Page, L. (1998). The anatomy of a large-scale hypertextual Web search 
engine. Computer Networks and ISDN Systems, 30(1–7), 107–117.

Cutts, M. (2012, April 24). Another step to reward high-quality sites. Google 
Webmaster Central Blog.

Fishkin, R. (2024). 2024 zero-click search study. SparkToro.

Google. (2025). Search quality evaluator guidelines. Google.

Google Search Central. (2026, July 7). See how content from social and video 
platforms performs on Google Search. Google Search Central Blog.

Granka, L. A., Joachims, T., & Gay, G. (2004). Eye-tracking analysis of user 
behavior in WWW search. In Proceedings of the 27th Annual International ACM 
SIGIR Conference on Research and Development in Information Retrieval (pp. 
478–479). ACM.

Joachims, T., Granka, L., Pan, B., Hembrooke, H., Radlinski, F., & Gay, G. (2007). 
Evaluating the accuracy of implicit feedback from clicks and query 
reformulations in web search. ACM Transactions on Information Systems, 
25(2), Article 7.

Similarweb. (2026). How to be the brand AI recommends [Ebook]. Similarweb.

Novela · Companion Text 36



C H A P T E R  4

Generative Engine 
Optimization

Learning Objectives

● Define Generative Engine Optimization (GEO) and explain how it differs 
from Search Engine Optimization (SEO).

● Explain why zero-click search changes how brands are discovered, 
evaluated, and measured.

● Describe how answer engines retrieve, synthesize, and cite information.

● Distinguish between mentions, citations, and recommendations as the 
three forms of AI visibility, and explain how each contributes to brand 
presence in AI-generated answers.

● Apply the Five As of Search Success to GEO: Authority, Answers, 
Arrangement, Accountability, and Agnostic Alignment.

● Use key GEO vocabulary, including mentions, citations, 
recommendations, prompt alignment, citation readiness, quotability, 
corroboration, UTM codes, prompt-set audits, share of voice, and 
representation accuracy.

Introduction: GEO After SEO
GEO builds on the SEO foundation introduced in the previous chapter, but 
it applies that logic to AI-generated answers rather than ranked search 
results. GEO is best understood by starting with SEO: the logic of organic 
visibility, useful content, authority, and technical structure carries forward, 
even as the environment changes. Aggarwal and colleagues formalized 
Generative Engine Optimization as the term for improving content 
visibility in generative engine responses. Their work showed that visibility 
in generative engines differs from traditional ranking because AI systems 
synthesize and cite information rather than simply listing links. In this 
chapter, GEO refers to organic efforts to structure content and supporting 
evidence so a brand can be retrieved, synthesized, cited, accurately 
represented, and recommended by AI-driven answer engines. (Aggarwal 
et al., 2024)

AI search changes the form of visibility. In traditional search, brands 
compete to appear in results that consumers can click and evaluate. In AI-
mediated search, the answer engine may summarize options, compare 
alternatives, and recommend a small set of brands directly. In a zero-click 
environment, a brand may shape the decision without earning a website 
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visit, or it may lose consideration because it was omitted or described 
inaccurately.

Terminology Note: Why This Chapter Uses GEO

The term Generative Engine Optimization (GEO) has moved into broader use 
through both academic research and practitioner adoption. Aggarwal and 
colleagues helped formalize GEO as a research term for visibility in generative 
engine responses, while practitioner interviews indicate that GEO is becoming 
the broadly accepted label among search-focused agencies and marketers 
working on AI-mediated visibility. The vocabulary remains fluid. Related terms 
include Answer Engine Optimization (AEO), AI Optimization (AIO), Large 
Language Model Optimization (LLMO), and Generative Search Optimization 
(GSO). These labels differ, but they point to the same managerial problem: 
making a brand visible, credible, and accurately represented when customers 
rely on AI systems for answers. This text uses GEO because it aligns with the 
Integrated Search Marketing framework and emerging academic and 
practitioner usage. 

What GEO Is
GEO is not simply “SEO for ChatGPT.” SEO focuses on whether customers 
can find a brand in traditional search results. GEO focuses on whether 
answer engines have sufficient evidence to retrieve, describe, cite, or 
recommend the brand accurately when customers ask relevant questions.

The goal is AI visibility: appearing in an AI-generated answer in a useful 
and accurate way. In this chapter and the simulation, that visibility has 
three forms: being cited as a supporting source, being named in the 
answer itself, and being recommended as an appropriate choice for the 
customer’s question.

These three outcomes are connected. A citation references or links an 
external source in support of the answer. A mention occurs when the 
answer names the brand, with or without a supporting link. A 
recommendation occurs when the answer presents the brand as an 
appropriate choice. The industry also says “brand mentions” for third-
party coverage of a brand on the web; this book files that evidence under 
corroboration: reviews, articles, forums, and directories, slow to earn and 
can turn negative if the product or customer experience does not hold up. 
Corroboration can support all three outcomes, but mentions, citations, and 
recommendations are separate observable results rather than stages in a 
fixed sequence. A recommendation is the most directive because it places 
the brand inside the customer\u2019s decision set, the most directive 
form of AI visibility because it places the brand inside the customer’s 
decision set.
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Figure 4.1. Evidence and observable outcomes in AI-generated answers.

Practitioner Perspective: How GEO Moved from Research to 
Practice

Academic research helped formalize the term Generative Engine Optimization 
(GEO), but practitioner adoption also shaped how quickly the label entered 
marketing conversations. Evan Bailyn, CEO of First Page Sage, recalled first 
encountering the term in late November 2023 in the Aggarwal and colleagues 
research paper. After that, he began using GEO to describe the “new SEO” for 
generative AI chatbots: the process of improving the likelihood that ChatGPT 
and similar tools recommend a particular company’s product or service when a 
prospective customer asks for options. By pairing GEO with the familiar 
language of SEO in conversations with practitioners and clients, early agency 
usage may have helped make the term more recognizable and usable in 
marketing practice. 

(E. Bailyn, personal communication, July 2025)

From Links to Answers
Traditional search engines organize information into ranked results. They 
may show organic links, sponsored results, maps, snippets, reviews, and 
other result types. The user still usually evaluates several options by 
clicking, scanning, comparing, and returning to the search results page. AI 
answer engines often receive a longer, more conversational prompt and 
generate a response that summarizes information from multiple sources. 
Instead of asking users to inspect a long list, the system may present a 
small set of options, a recommendation, or a direct answer. For marketers, 
for marketers, visibility now includes both ranking high enough to earn 
traffic and being included and represented accurately inside the answer.

How Answer Engines Assemble Responses
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Answer engines differ in whether they retrieve live web sources, which 
sources they select, how they cite them, and how much they rely on 
model knowledge; most are not fully transparent to marketers. Still, you 
need a basic vocabulary for how they generate responses. The process 
usually begins with a prompt, the user’s request, which may include more 
context than a traditional keyword search. The system may then use 
retrieval to locate relevant sources, such as web pages, reviews, product 
pages, articles, forums, PDFs, or directories. In retrieval-augmented 
generation, often called RAG, retrieved material is combined with 
language generation. The system then uses synthesis to turn that material 
into an answer, comparison, or recommendation. Some systems also 
provide citations or links to support the response. Because marketers 
usually cannot see which sources were considered or why some were 
selected, GEO operates in a partly black-box environment.

The Five As of Search Success
The Five As of Search Success provide a practical way to understand how 
SEO principles carry forward into GEO while changing in important ways. 
The same five areas matter across search environments, but they 
manifest differently when the result is an AI-generated answer rather than 
a ranked list of links. (Pettiette & Whitler, 2026)

1. Authority: Can the Brand Be Trusted?

In traditional SEO, authority is often associated with backlinks, domain 
strength, page quality, content usefulness, and engagement signals. 
These still matter. In GEO, credible external sources can be especially 
important because answer engines may use them to corroborate brand 
claims. AI systems may rely on brand-owned pages, but they may also 
draw from reviews, news coverage, industry publications, directories, 
expert commentary, forums, and partner sites. This is why GEO is closely 
connected to public relations and reputation management. A brand that 
appears consistently in credible external sources gives answer engines 
more evidence to work with.

Key question: Would an answer engine have enough credible 
evidence to trust this brand as a recommendation?

2. Answers: Is the Content Useful for Real Questions?

SEO has always rewarded useful content, but GEO shifts the emphasis 
toward fuller, more conversational answers that match how people ask AI 
systems for help. Customers may ask for an explanation, shortlist, 
recommendation, comparison, or decision rule rather than a page of links. 
Useful GEO content includes FAQs, comparison pages, buying guides, 
“how to choose” explainers, product use cases, decision criteria, and 
concise definitions. This is where prompt alignment matters. Prompt 
alignment means that brand content is written and organized around the 
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questions, contexts, and decision tasks customers are likely to bring to an 
answer engine.

Key question: Does the content directly answer the questions 
customers actually ask?

3. Arrangement: Can the Content Be Parsed and Used?

Arrangement refers to the structure and technical organization that helps 
platforms interpret content. In SEO, arrangement includes title tags, 
headings, metadata, schema markup, internal linking, crawlability, and 
technical site health. In GEO, content must also be easy for AI systems to 
interpret, summarize, and cite. Helpful practices include clear headings, 
question-and-answer formatting, structured data, semantic HTML, 
comparison tables, concise summaries, source citations, consistent 
naming, and well-organized PDFs or guides. Two useful terms are 
quotability and citation readiness. Quotability means content includes 
clear claims, facts, explanations, or definitions that can be summarized or 
paraphrased. Citation readiness means content is organized so an answer 
engine can use it as support for a generated response.

Key question: Can the system easily extract and use the right 
information from this content?

4. Accountability: How Will Performance Be Measured?

Measurement is one of the hardest parts of GEO. In traditional search, 
marketers can often track rankings, impressions, clicks, click-through 
rates, cost per click, conversions, and landing-page behavior. In GEO, 
influence may happen inside the answer, before a website visit or without 
any visit at all. Traditional analytics tools such as Google Analytics 4 
remain useful after a user reaches the brand’s site. They can measure 
sessions, engagement, conversions, and known referral traffic. But they 
cannot fully capture answer exposure, omitted brands, misrepresentation, 
or influence that later appears as branded search, direct traffic, or offline 
action. GEO accountability therefore requires an additional measurement 
layer: prompt-set audits, citation tracking, mention tracking, 
recommendation tracking, representation accuracy checks, competitor 
share-of-voice comparisons, and downstream demand signals.

The GEO numbers, plainly

● Prompt-set audit: the same priority prompts, run repeatedly across 
answer engines; the baseline every other number comes from.

● Citations: how often external sources are referenced in support of 
answers about the category.

● Mentions: how often the answer names the brand.

● Recommendations: how often the answer presents the brand as an 
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appropriate choice; the most directive outcome.

● Representation accuracy: whether what the answer says about the 
brand is true.

● Share of voice: of the tracked prompts, the share whose answers 
mention the brand, set against each competitor’s count.

● Modeled AI volume: Novela’s estimate of relative monthly demand 
reaching AI-mediated search for the topic; the AI-side cousin of search 
volume.

● Modeled prompt difficulty: Novela’s estimate of the relative difficulty 
of earning presence for the topic, on a 0–100 scale; the AI-side cousin of 
keyword difficulty.

The simulation’s topic table reports these numbers under these names. The 
modeled figures are simulation inputs designed for comparative decision-
making, not standardized industry metrics.

Key question: How do we know whether the brand is being 
mentioned, cited, recommended, and represented accurately?

5. Agnostic Alignment: Which Platforms Matter?

Traditional search strategy has long prioritized Google because of its 
scale. AI search is more fluid. Customers may use ChatGPT, Perplexity, 
Gemini, Claude, Copilot, Grok, Google AI Overviews, or other tools. Each 
may retrieve different sources, cite differently, and change quickly. 
Agnostic alignment means marketers should not become attached to one 
platform or interface. They should follow customer behavior and monitor 
the platforms where target customers ask questions. A brand may appear 
in one answer engine but not another, and prompt wording can change 
the response.

Key question: Where are our customers asking questions, and how 
does our brand appear across those environments?

GEO Vocabulary: Terms to Know

● AI visibility: The likelihood that a brand, product, source, or claim 
appears in an AI-generated answer in a useful and accurate way.

● Answer engine: A system that generates responses to user prompts 
rather than only returning a ranked list of links.

● Prompt: The user’s request, often written as a longer, contextual 
question or task.

● Retrieval: The process of finding relevant sources for a response.

● Retrieval-augmented generation (RAG): A process that combines 
source retrieval with language generation.
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● Citation: A source referenced or linked by an AI-generated answer to 
support a response.

● Mention: When an AI-generated answer names the brand, with or 
without a supporting link or citation. Third-party “brand mentions” on the 
web are corroboration in this book’s vocabulary.

● Recommendation: When an AI-generated answer presents a brand, 
product, or service as an appropriate choice for the user’s question.

● Corroboration: Support for a brand claim from credible sources beyond 
the brand’s own website, such as reviews, articles, forums, directories, or 
industry coverage that answer engines may use as evidence.

● Prompt alignment: The match between brand content and the 
questions, contexts, and decision tasks users bring to AI systems.

● Quotability: The degree to which content is clear and specific enough 
to be summarized, quoted, or cited.

● Representation accuracy: Whether an AI-generated answer describes 
the brand correctly.

● GA4: Google Analytics 4, a web analytics platform used to track site 
traffic, engagement, and conversions.

● UTM code: A tracking parameter added to a URL to help identify traffic 
source, medium, campaign, or content (Urchin Tracking Module).

● Referrer data: Information indicating where a website visitor came 
from, when that information is passed to analytics tools.

● Prompt-set audit: A repeated test of priority prompts across answer 
engines to monitor citations, mentions, recommendations, and accuracy.

● Share of voice: Of a defined set of tracked prompts, the share whose 
answers mention the brand, measured against the same count for each 
competitor. The simulation reports this as AI SOV.

● Zero-click search: A search experience in which the user gets enough 
information from the interface without visiting an external website.

How GEO Differs from SEO
GEO and SEO are connected, but they are not the same. SEO helps a 
brand appear in traditional search results. GEO helps a brand appear 
inside AI-generated answers. SEO often optimizes for rankings and clicks. 
GEO optimizes for mentions, citations, recommendations, and 
representation accuracy. This changes the marketer’s mindset. In SEO, a 
brand may win by earning a high-ranking page that the user chooses to 
visit. In GEO, the answer engine may summarize the category and 
recommend only a few options. If the brand is not included, the user may 
never know it exists. If the brand is included inaccurately, the brand may 
lose control over its positioning. The practical goal is not to trick the AI but 
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to build an information environment in which the brand is easy to 
understand, easy to verify, and appropriate to recommend.

Three things people get wrong about GEO

“GEO is SEO for ChatGPT.” Related disciplines, different outcome: SEO earns a 
position on a page of links; GEO earns presence inside a composed answer. The 
work overlaps; the test of success does not.

“You can prompt-stuff your way in.” Content engineered to flatter answer 
engines is the new keyword stuffing, and platforms have every incentive to 
correct it. Prompt alignment means answering real customer questions, not 
gaming the phrasing.

“Rank well and the answers will follow.” A strong ranking improves the odds of 
being drawn into an answer, but a brand can rank on page one and still be 
absent or described inaccurately. Presence in the answer is earned and checked 
on its own terms.

State of Play · 2026

Where this chapter’s claims rest on conditions that will age, they live here, 
current as of mid-2026.

● The platform roster is fluid: ChatGPT, Gemini, Perplexity, Claude, 
Copilot, Grok, and Google’s AI Overviews retrieve differently, cite 
differently, and change quickly.

A practitioner tool layer for prompt-set tracking is maturing fast (Semrush’s AI 
visibility tools, Profound, Otterly among them); capabilities shift quarter to 
quarter.

Mini Example: GEO for a Specialty Mattress Brand

Consider a specialty mattress brand that wants to be recommended for people 
with back pain. A traditional SEO strategy might optimize pages for “best 
mattress for back pain,” improve titles and metadata, strengthen reviews, and 
improve technical performance. A GEO strategy asks additional questions. If a 
customer asks an AI assistant for the best queen mattress under $2,000 for 
back pain, will the brand appear? Will it be cited? Is the brand named in the 
answer itself? Is it supported by credible third-party reviews or articles? Will the 
answer explain the fit accurately? Will the brand appear across multiple answer 
engines, or only one?

The objective is accurate inclusion in a credible recommendation.

Now give the exercise a budget. With $40,000 this quarter, the brand can fund 
two of five moves: rewriting its own guides for quotability, earning coverage in 
mattress-review publications, restructuring pages so systems can parse them, 
standing up prompt-set monitoring, or extending the work to a second platform. 
Choose two, and say what you are deferring and why. That constrained choice, 
not the audit, is the managerial discipline GEO requires.
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Measurement Note: Why Google Analytics Is Necessary but Not 
Sufficient for GEO

Traditional analytics tools such as GA4 remain useful for measuring what 
happens after a user reaches the brand’s site. They can track sessions, 
engagement, conversions, and known referral traffic. GEO creates a harder 
problem because influence may happen before the visit, or without any visit at 
all.

A customer may see a brand recommended in an AI answer, search for the 
brand later, visit directly, or act through another channel. In those cases, the AI 
answer may have influenced the decision, but the pathway may not appear 
clearly in web analytics. AI referrals may also appear inconsistently in referrer 
data, and UTM codes help only when marketers control the link being clicked. 
Marketers should therefore treat GA4 as part of the measurement system, not 
the whole system. A stronger GEO measurement layer combines prompt-set 
audits, citation tracking, mention tracking, recommendation tracking, 
competitor share-of-voice comparisons, representation accuracy checks, and 
downstream signals such as branded search, direct traffic to deep pages, lead 
quality, and conversion patterns.

Preparing for the Simulation

The simulation assesses how well you diagnose the situation, allocate 
resources, and defend your decisions under uncertainty. Use the vocabulary to 
explain why a brand does or does not appear accurately in AI-generated 
answers; acronym recall is not assessed.

Key Takeaways

● GEO focuses on improving organic visibility inside AI-generated answers.

● GEO differs from SEO because performance is assessed through 
mentions, citations, recommendations, and representation accuracy, 
rather than ranking and traffic alone.

● Zero-click search makes GEO important because customers may act on 
AI-generated answers without visiting external websites.

● The Five As of Search Success provide a practical framework for GEO: 
Authority, Answers, Arrangement, Accountability, and Agnostic 
Alignment.

● GEO requires clear, structured, answer-ready content supported by 
credible third-party corroboration.

● GEO measurement is challenging because traditional clicks and 
attribution do not fully capture AI-driven influence.

● Marketers should track answer-based metrics such as mentions, 
citations, recommendations, representation accuracy, and share of voice 
across prompt sets.
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C H A P T E R  5

Search Engine 
Marketing

Learning Objectives

● Explain how the search advertising auction decides who appears, and 
why the highest bid does not win.

● Distinguish the visible Quality Score, a one-to-ten diagnostic, from the 
auction-time quality signals that actually shape Ad Rank, and explain 
what both reward.

● Interpret the four paid-search metrics that matter (CPC, CTR, 
conversion rate, ROAS or ROI), calculate a simple ROI, and say where 
ROAS misleads.

● Judge when a paid click is worth buying and when it is money set on fire, 
using the difference between rented traffic and owned content.

● Diagnose a failing campaign as a first-pass exercise, and explain why 
an ad’s measured results can overstate what it actually earned.

Introduction
Paid search is the one channel where you can buy your way to the top of 
the results page this afternoon. Earn the top organic position on Google for 
the same term, the slow content and link-building work of Chapter 3, and 
you might wait the better part of a year. That speed is the appeal. It is also 
the danger, because a channel that bills you for every click will happily bill 
you for clicks that were never worth buying.

This chapter is about telling the difference. It covers how the auction 
actually decides who wins, why a bigger budget is not the same as a 
better one, and how to spend a fixed paid budget so it earns its keep 
instead of leaking. Most of the vocabulary carries over from Chapter 3, 
rank, intent, relevance. What is new is the auction, and the weekly habit of 
checking where the money is working. Chapter 7 returns to paid and 
organic as one portfolio; here the job is paid search on its own terms.

The auction, and the first myth
Every search that matches an advertiser’s chosen keyword (how loosely it 
matches is set by the keyword’s match type) triggers an auction. It 
resolves before the page loads, and it decides who appears and what they 
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pay. Ask most people how it works and they will tell you the highest bidder 
wins. It is the obvious answer, and it is wrong.

Two things decide the winner: the bid, the most an advertiser will pay for a 
click, and the quality of the ad and its landing page for the search in front 
of it. Google combines the bid with auction-time quality signals, expected 
click-through rate, ad relevance, and landing page experience, plus 
thresholds, competition, and the context of the search, into an Ad Rank, 
and the highest Ad Rank wins the slot, not the highest bid (Google Ads 
Help, 2026); economists formalized this class of auction at its birth 
(Edelman et al., 2007; Varian, 2007).

This book and the simulation teach that auction through a deliberately 
simplified model: bid multiplied by a one-to-ten quality rating. The real 
calculation is messier and partly hidden, but the model preserves the 
intuition that matters. Suppose Marlow, our cookware brand, is bidding on 
‘cast iron skillet care’ against a rival. BigBox Kitchen bids five dollars a 
click; Marlow bids three. On bid alone, BigBox wins in a walk. But BigBox 
runs a generic ad pointing at a slow, crowded homepage, so its quality 
rating is 4. Marlow’s ad names the exact problem the searcher typed, and 
the page behind it answers that problem in the first line, so its rating is 9. 
Do the multiplication and the result flips.

Figure 5.1. The auction, as a teaching model: bid times quality. Marlow bids two 
dollars less than BigBox Kitchen and wins the slot anyway, because a relevant ad and 
a fast, on-topic page outweigh a bigger bid. The live auction computes quality fresh 
for each search and adds thresholds, competition, and context.

One caution before the tools mislead you. Google reports a Quality Score 
from one to ten in the advertiser interface, and Google states plainly that 
this visible score is a diagnostic, a historical health check on a keyword, 
and is not used at auction time (Google Ads Help, 2026). The auction 
weighs the same three ingredients, expected click-through rate, ad 
relevance, and landing page experience, but calculates them fresh for 
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each search. Read the visible score the way Chapter 3 read a ranking 
position: as evidence about where your weakness is, not as the number 
being multiplied.

The lesson decides real budgets: money buys you into the auction; 
relevance and a good landing page win it. An established brand with 
strong quality signals can hold the top slot while paying less than a deep-
pocketed newcomer bidding against it. The reverse is the harder version 
of the same fact: a new brand cannot simply outspend its way to the top; 
it has to earn the relevance the auction rewards, and that takes the same 
work as the rest of this book.

Key question: If a competitor with a bigger budget keeps beating 
you to the top ad slot, is the answer to bid more, or to fix something 
the bid cannot touch?

Ad quality, and why brand is baked in
The quality side of the auction has three parts: expected click-through 
rate, how often people are likely to click this ad for this search; ad 
relevance, how closely the ad’s wording matches the query; and landing 
page experience, how well the destination serves the person who arrives. 
All three reward the same thing, an advertiser that is genuinely useful for 
the search in front of it.

Expected click-through rate is partly a bet on reputation, and that bet 
connects paid search to every other chapter in this book. A brand people 
know and trust gets clicked more often than an unknown one running the 
identical ad in the identical slot (Ghose & Yang, 2009), and the platform’s 
models learn that pattern, so familiarity feeds the auction’s quality signals 
and a familiar brand can pay less per click for a comparable position. The 
trust that earns a free organic click, and the trust that earns a mention in 
an AI answer, is the same trust that quietly discounts the paid click. One 
study attributed roughly two-thirds of a brand’s visibility in AI answers to 
long-term brand equity rather than any current campaign (WARC & Charlie 
Oscar, 2026). The asset is slow to build and it pays out everywhere at 
once.

There is an older name for what expected click-through rate measures. An 
ad has ninety characters and one second to move somebody, which is 
persuasion under the tightest constraint in marketing. Persuasion research 
has long separated two routes to a decision: the central route, where a 
person weighs the argument, and the peripheral route, where they take a 
shortcut and trust the source, the familiar name, the sense that others 
already chose it (Petty & Cacioppo, 1986). A search ad works almost 
entirely on the peripheral route. Nobody evaluates the reasoning in a 
headline. They recognize a brand, or they do not. That is why a known 
name earns clicks the identical ad cannot earn for a stranger, and why an 
auction that learns from clicks quietly prices brand equity into every 
impression. The central route arrives later, on the landing page, where the 
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customer finally has room to weigh what you actually offer. Paid search is 
two persuasion problems in sequence, and most advertisers fund the first 
while neglecting the second.

It also means paid search cannot be walled off from the rest of the 
strategy. The landing page that lifts your quality signals is often the very 
page that earns organic rank and gets cited by an AI engine. One good 
page shows up on three invoices at once, in cheaper clicks, in higher 
rankings, and in AI answers.

The second myth: ‘our brand-name ads are 
working’
Here is the most expensive false belief in paid search, and it looks like 
success on every dashboard. A company bids on its own name, its ads 
collect clicks and sales, the reported return looks superb, and everyone 
agrees the campaign is a winner. Then someone runs the experiment.

eBay did. In a large field test, it stopped bidding on the keyword ‘eBay’ 
and watched what happened. Sales barely moved (Blake et al., 2015). The 
people who had been clicking those brand-name ads were loyal customers 
typing ‘eBay’ from memory, on their way to the site regardless. Take the 
ad away and they arrived through the organic link instead, for free. The 
company had spent years crediting the ad for sales that were coming 
anyway. It was paying a toll on traffic it already owned.

The trap is that ordinary reporting cannot see it. Analytics credit an ad 
with every sale that follows a click on it, without ever asking whether that 
sale would have happened without the click. The only honest test is 
incrementality: would this outcome have occurred anyway? The eBay 
result is a boundary marker, not a law. Later work found that brand 
bidding pays when competitors are bidding on your name, and that the 
substitution eBay saw is far from universal (Simonov, Nosko, & Rao, 2018). 
The honest position: reported brand-search returns are often inflated, and 
only a holdout test tells you by how much.

The arithmetic is worth doing once, because the arithmetic is what hides 
the problem. Put a hundred thousand dollars into paid search. Ten 
thousand of it sits on the brand’s own name, where customers who were 
coming anyway type the name, click, and buy, returning twenty dollars for 
every dollar spent. The other ninety thousand chases genuinely new 
demand and returns fifty cents on the dollar, which is a loss on every click. 
Add it up: two hundred thousand from the brand terms, forty-five 
thousand from everything else, two hundred and forty-five thousand in 
total on a hundred thousand spent. The dashboard reports a blended 
return of 2.45 and the account looks healthy. Nine-tenths of that money is 
losing, and the tenth that is winning would most likely have won without 
being spent at all.
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For a launch, the geography of the opportunity is different. A brand 
nobody searches for by name has no branded traffic to protect or to 
cannibalize; its incremental demand lives in nonbrand searches, the 
category terms where customers have not yet chosen anyone. The value 
of a paid click depends entirely on whether the customer was already 
coming.

Key question: If you switched off your best-performing campaign 
for two weeks, are you confident sales would fall, or would they 
simply arrive by another route?

The metrics that matter
Four numbers carry most decisions; two need more than a definition. Cost 
per click is what you actually pay, and thanks to the auction it is usually 
less than your maximum bid. Return on ad spend, ROAS, is the number 
every dashboard leads with, and the one most likely to flatter a losing 
campaign, because it counts only the media cost and ignores the product, 
the fulfillment, and the returns behind each sale.

Return on investment, ROI, sets what the campaign actually made against 
what it cost: profit attributable to the campaign, minus the campaign’s 
cost, divided by that cost. Run the numbers once and the difference bites. 
A campaign spends $10,000 and drives $30,000 of revenue: ROAS of 3, 
and the dashboard glows. If the goods, shipping, and returns behind those 
sales cost $22,000, the campaign cleared a $2,000 loss: ROI of minus 20 
percent. ROI is the number that should decide whether a campaign lives.

The four numbers, plainly

● CPC (cost per click): what you actually paid for one click. Usually less 
than your maximum bid.

● CTR (click-through rate): the share of people who saw the ad and 
clicked. An early read on relevance.

● Conversion rate: the share of clicks that became the outcome you 
wanted, a sale, a signup, a lead.

● ROAS: revenue divided by media spend only. Can look healthy on a 
campaign that is losing money once every other cost is counted.

● ROI: profit attributable to the campaign minus its cost, divided by its 
cost. Negative means the campaign loses money, however good the 
ROAS looks.

Where paid budget earns its keep
Paid and organic differ in cost, but the difference that actually matters is 
whether the spending compounds. A genuinely useful page, written once, 
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keeps earning clicks and citations and trust for years at no extra cost; it is 
an asset that appreciates, though even organic positions decay without 
maintenance, as Chapter 3 said. A paid click is rented. You pay for it, you 
get the visit, and the moment the budget stops the traffic stops with it. 
What persists is smaller: the keyword and conversion data, the tested 
pages, any customers the campaign acquired. The visits themselves do 
not compound.

That difference tells you where paid budget belongs. Organic and GEO 
work should reach across the whole funnel, because the early, 
informational content compounds into the authority that wins the valuable 
commercial searches later. Paid budget should not try to blanket that 
same ground. Under last-click accounting, an informational click you paid 
for is usually credited to whatever channel closes the sale weeks later, so 
its value is hard to prove, and hard-to-prove spending is the first thing a 
budget review cuts; for most budgets the safer ground is further down the 
funnel. Paid earns its keep in two places: covering the commercial and 
transactional searches where organic presence is thin, and defending the 
high-intent terms already converting, where a competitor’s ad would 
otherwise intercept a customer with their wallet open.

Figure 5.2. Organic content compounds across the whole funnel; a paid click is rented 
and stops when the budget does. Concentrate paid spend near high commercial 
intent, where the cost is easiest to justify.

Key question: Of the searches your organic and GEO work already 
wins, which still deserve a paid ad defending them, and which are 
you paying for out of habit?

Reading a campaign that is not working
Chapter 3 read organic performance off a position ladder. Paid needs a 
different instrument, because there is no position to hold between 
auctions; every search is contested afresh, and the useful comparison is 
not to a ladder but to how this kind of campaign has performed before. 
When one is failing, four questions narrow the search for the fault. They 
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are a first pass, not a verdict: tracking faults, pricing, stock, and the mix of 
queries the campaign matched can all produce the same symptoms.

Is the budget even being spent? Consistent underspend means the 
campaign is not reaching enough auctions: bids too low for the field, 
targeting too narrow, or an automated strategy set too tight. If it is 
spending, look at click-through rate: a weak one usually points at the ad 
itself, its wording or its match to the search. If clicks are healthy but 
conversions are not, the problem has moved past the ad, to the landing 
page, the offer, or a mismatch between what the searcher wanted and 
what the page sells. And if the sales targets are met but ROI is not, 
nothing is broken at all; the campaign is simply paying too much for the 
sales it makes, and the cure is trimming the least efficient keywords rather 
than scrapping the campaign.

Figure 5.3. Four questions for a campaign that is not working, asked in order. Each 
points to a different first fix; none of them settles the matter alone.

Key question: Looking at your weakest campaign: is the trouble 
that too little money is reaching the auction, or that the money 
reaching it is not converting?

Where paid search is heading
Automation first. Setting a bid for every keyword by hand was once the 
whole job; now the advertiser sets a goal, a target cost per sale or a target 
return, and the platform bids toward it automatically, adjusting for the 
device, the hour, the location, and dozens of signals no human could 
track. The catch is that the algorithm learns from conversion data, so a 
brand-new or tiny campaign gives it little to learn from, which is one 
situation where careful manual control still earns its place. The work has 
moved upstream, from placing bids to setting the right goal and feeding 
the system honest data about what a conversion is worth.
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The second shift runs toward the rest of this book. The same paid logic, an 
auction, a relevance standard, a bid for attention, is beginning to appear 
around AI answers. The placements on offer are still taking shape: some 
are labeled sponsored modules beside a generated response, others sit 
closer to the answer itself, and the rules are still being written. Chapter 6 
takes up that ground directly. What carries across is the discipline of this 
chapter: know what you are actually paying for, and whether it was worth 
buying.

What is left for the marketer
Chapter 1 traced a platform steadily absorbing the mechanics, and paid 
search is where that process has run furthest. Performance Max now 
chooses the placements, sets the bids, assembles the creative, and 
generates images and video of its own. Meta’s equivalent does the same 
on its side of the web. An advertiser with a product feed can launch a 
campaign without writing a single line of copy.

It is worth being exact, then, about what the advertiser still supplies, 
because what remains is the job.

The conversion signal. The system optimizes toward whatever you ask it 
to count. Ask it to count page views and it will find you page views, 
cheaply, forever. A shallow or mismatched conversion action is the most 
common root cause of an automated campaign that burns money while 
reporting success, and it is the one decision the machine cannot make on 
your behalf.

The inputs, and how they are grouped. Assets themed around one 
product, one benefit, one intent, so the system has something coherent to 
learn from. Audience signals, which are hints and not targeting, and which 
are treated as targeting by advertisers who then wonder why the machine 
went elsewhere.

The exclusions. Brand terms, irrelevant categories, the places you do not 
want to appear. This is not a setup task to be completed and forgotten. 
Campaigns drift into adjacent nonsense precisely because the system is 
trying to be helpful, and the guardrails have to be tightened again, on a 
schedule, for as long as the campaign runs.

And the judgment about what the machine produced. It will write a 
headline that is fluent, on topic, and wrong, and it will do so with complete 
confidence.

Notice what those four have in common. Not one of them is a button. Each 
is the marketer’s own understanding of the customer, the offer, and the 
risk, put into a form the machine can act on. Automation took the 
assembly and left the thinking, which is why the thinking is now the whole 
of the work.
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Key question: If the platform generated every ad you ran next 
quarter, what would still be yours, and would it be enough to beat a 
competitor whose machine is identical to yours?

Three things people get wrong about paid search

● “The highest bid wins.” The auction weighs quality alongside the bid, 
so a relevant advertiser with a good landing page beats a bigger bidder 
with a worse one.

● “Our brand-name ads are driving those sales.” Often they are 
billing for customers who were already coming. Only an incrementality 
test, switching the ads off and watching, tells you the truth.

● “More budget means more sales.” Only until the relevant, high-
intent searches are already covered. Past that, extra budget buys 
progressively worse clicks at a worse price.

State of Play · 2026

Where this chapter’s claims rest on numbers that will age, the numbers live 
here, current as of mid-2026.

● Google ranks ads by Ad Rank: the bid combined with auction-time 
measures of expected click-through rate, ad relevance, and landing page 
experience, plus thresholds, competition, and the context of the search 
(Google Ads Help, 2026).

● The Quality Score reported in the interface, one to ten, is a diagnostic 
built from historical performance; Google states it is not used at auction 
time (Google Ads Help, 2026).

Key Takeaways

● The auction ranks advertisers by Ad Rank: the bid, auction-time quality, 
and the context and competition of the search. The highest bid does not 
win; the highest Ad Rank does. The visible one-to-ten Quality Score is a 
diagnostic, not the multiplier.

● Ad quality rewards relevance and a good landing page, and it prices in 
brand trust, so a familiar brand often pays less per click. The same trust 
earns free organic clicks and AI mentions; one good page pays off in all 
three.

● Reported returns overstate what ads earn when the customer was 
already coming. Incrementality, not attribution, is the honest test; results 
vary by brand and setting, so run the holdout. A brand nobody searches 
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for by name should look to nonbrand terms for incremental demand.

● ROAS flatters losing campaigns because it ignores every cost but media. 
ROI, profit against cost, is the number that should decide.

● Organic content compounds; a paid click is rented, and the visits stop 
when the budget does. Spend paid budget covering organic’s gaps and 
defending high-intent terms, not blanketing the funnel.

● Diagnose a failing campaign in order: is it spending, are people clicking, 
are clicks converting, is the ROI there. A first pass that tells you where to 
look, not a verdict.
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